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Agenda Day 1 – December 11 
Time Session description 

8:30 Registration & Light breakfast 

9:30 
Keynote: Intel Software products for Technical Computing and Artificial Intelligence 
Overview of usage models and benefits of Intel software products in cloud and bare metal. 
Presenter: Ralph de Wargny, Intel Software 

10:00 Guest Speaker: Nate Kohn, lead AI researcher, Lemonade. 

10:30 
Microsoft Azure – Introduction & Usage Models 
Microsoft will provide general overview of Microsoft Azure and usage models. 

11:00 

Overview of Intel Xeon Scalable Platform 
Software optimization requires some basic knowledge on hardware. We will briefly describe the Skylake architecture with 

some highlight on its outstanding vectorization and threading capabilities. We will also explain how to enable 512-bit registers 

vectorization with the Intel compilers. 
Presenter: Cédric Andréolli, Software Engineer, Intel Software 

11:30 Coffee break 

11:50 

Intel® Composer 2019 – Build outperforming code for Intel AVX-512 
This first lab will focus on enabling vectorization on 512 bits architecture. We will see how the Intel compiler can be used to 
fully enable the vectorization on Skylake. The user will learn how to source the compiler, compile a simple example and use 
appropriate flags to enable vectorization on different Intel architectures. 
Presenter: Cédric Andréolli 

12:20 

Intel® Distribution for Python 2019 with Intel® MKL 2019 – High performance with Python 
This lab will focus on Intel Distribution for Python. We will drive the attendee from installation using Anaconda, to more 
advanced usage of the python distribution with comparisons between MKL and OpenBLAS performances. This lab will also 
explain how to enable vectorization through the Intel Distribution for Python. 
Presenter: Dmitry Sivkov, Software Engineer, Intel Software 

12:50 

Intel® MKL 2019 – Practical lab with Intel MKL JIT targeted for performance for small matrices  
The Intel math Kernel Library offers the ability to use Just in Time (JIT) compilation for outperforming small matrices 
operations. This lab will explain how to use MKL JIT compilation in order to boost your application's performances 
Presenter: Dmitry Sivkov 

13:15 Lunch break 

13:45 

Intel® Advisor 2019 – Explore performance 
Intel Advisor offers a powerful way to detect vectorization issues in your code. We will use Intel Advisor to implement 
vectorization on a stencil-based application. We will also take advantage of Advisor’s recommendations to improve 
vectorization efficiency by modifying memory accesses. 
 Presenter: Cédric Andréolli 

14:15 

Intel® VTune™ Amplifier 2019 – Amplify performance 
Intel® VTune™ allows to detect bottlenecks in your code. We will use Intel® VTune™ to profile a code and then we will detect 
and solve issues related to threading. We will also introduce a recent analysis that allows to profile memory accesses. 
Presenter: Cédric Andréolli 

15:00 Coffee break 

15:15 

Vectorization with Intel VTune & Advisor, Multithreading with TBB 
In this lab, we’ll work on the Barnes-Hut tree algorithm to subdivide a family of points in the plane. This algorithm is used in 
many high-performance computing projects in astrophysics, in the study of the stealth properties of aircraft and the fault 
openings in the earth crust. From a non-optimized C++ code, we’ll first spend time on vectorization with the help of Intel 
Advisor before leveraging multithreading with Threading Building Blocks (TBB), that will allow us nested and well-balanced 
parallelism.  
Presenter: François Fayard, InsideLoop 

17:00 

Introducing the Intel® Data Center Manager 
Intel® Data Center Manager provides real-time power and thermal consumption data—giving you the clarity you need to 
lower power usage, increase rack density, and prolong operation during outages.  
Presenter: Ofer, Intel 

17:30 Q&A 
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Agenda Day 2 – December 12 
Time Session description 

8:30 Registration & Light breakfast 

9:00 
Getting deeper into the Intel® AI Software Stack for Developers & Data Scientists 
Optimized Software for Deep Learning and Machine Learning 
Presenter: Ralph de Wargny, Intel Software 

9:30 Guest Speaker: Ilan Kadar - Director of Deep Learning - Nexar Inc. 

10:00 

Intel® DAAL 2019 – Data Analytics Accelerated Performance 
Intel® Data Analytics Acceleration Library (Intel(R) DAAL) provides a variety of highly optimized functions for Data 
Analytics. In this practical lab popular frameworks for Machine Learning Intel® DAAL, XGBoost*, CatBoost* will be used 
in cloud environment. 
Presenter: Dmitry Sivkov, Cédric Andréolli 

10:45 Coffee break 

11:00 

Case Study & Lab: Credit card fraud detection with Scikit-Learn & TensorFlow 
Credit card fraud is an issue that retailers and many other businesses face. Machine Learning can be used to mitigate 
this problem. In this lab, we’ll use different supervised algorithm to detect fraud with a Kaggle dataset. We’ll use 
Logistic regression, neural networks, random forest and gradient boosting to predict frauds. We’ll also try 
unsupervised learning techniques such as K-Means clustering and see how they compare with supervised learning 
algorithms. We’ll show how Intel has optimised the underlying libraries (TensorFlow and Scikit-Learn) with the MKL 
and the DAAL and how much speed we get from those optimisations. 
Presenter: François Fayard 

12:30 

Intel® Optimization for Caffe* for image recognition – Retrain DNN with IA  
Intel® Optimization for Caffe* it is a most popular framework optimized for Intel® platforms. In this practical lab the 
comprehensive CV model will be retraining to get ability to recognize new categories. 
Presenter: Dmitry Sivkov, Cédric Andréolli 

13:15 Lunch break 

14:00 

Intel® Distribution of OpenVINO™ toolkit – model optimization 
Intel® Distribution of OpenVINO™ toolkit provides to developer maximum performance for CV on Intel® platforms. 
With Model Optimizer (part of Intel® Distribution of OpenVINO™ toolkit) the CV model from previous lab will tuned to 
get optimal performance. 
Presenter: Dmitry Sivkov, Cédric Andréolli 

15:30 

Intel® Distribution of OpenVINO™ toolkit – inference on CPU/Accelerators 
Intel® Distribution of OpenVINO™ toolkit is now an open-source product. The Deep Learning Deployment Toolkit for 
Intel® processors (for CPUs), Intel® Processor Graphics (for GPUs), and heterogeneous support speedup inference of 
CV models. 
Presenter: Dmitry Sivkov, Cédric Andréolli 

16:30 Q&A 

 


